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Abstract— This paper addresses zero-sum ‘‘turn” games, in
which only one player can make decisions at each state. We
show that pure saddle-point state-feedback policies for turn
games can be constructed from dynamic programming fixed-
point equations for a single value function or Q-function. These
fixed-points can be constructed using a suitable form of Q-
learning. For discounted costs, convergence of this form of
Q-learning can be established using classical techniques. For
undiscounted costs, we provide a convergence result that applies
to finite-time deterministic games, which we use to illustrate
our results. For complex games, the (Q-learning iteration must
be terminated before exploring the full-state, which can lead
to policies that cannot guarantee the security levels implied
by the final Q-function. To mitigate this, we propose an
“opponent-informed” exploration policy for selecting the Q-
learning samples. This form of exploration can guarantee that
the final Q-function provides security levels that hold, at least,
against a given set of policies. A numerical demonstration for
a multi-agent game, Atlatl, indicates the effectiveness of these
methods.

I. INTRODUCTION

Learning in game settings has been successfully applied
in highly complex and large-scale games such as Atari in
2013 via deep @-learning networks [1] or Go with AlphaGo
exceeding human capabilities in 2016 [2]. We focus this
paper on (Q-learning, a method originally developed in [3]
that extends the dynamic programming principle to model-
free reinforcement learning by eliminating the need for a
known transition model.

This paper is focused on zero-sum games where players
play in “turns,” meaning that, at each state of the game, only
one player can make decisions, while the other player waits
for a turn. Many board-games (like chess, Connect Four,
or Tic-Tac-Toe) are “turn” games with alternating moves,
but we consider here a general form of turn games where
players do not necessarily alternate, and the same player
can make several “moves” in a row, before the other player
gets a turn. In fact, it may happen that one player can
only make decisions at the start of the game, and rapidly
lose the ability to do so. The motivation for this setup are
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games of strategy, like Atlatl [4], [5], Mancala, and Dots and
Boxes. Further motivations include pursuit-evasion problems
where the evader loses the ability to act while cornered or
in network security where an attacker may control certain
states (e.g., when host is vulnerable) and a defender can
respond at select times (e.g., publish patches). Although such
games can be modeled, in principle, as alternating play by
chaining multiple actions into an “extended” single action,
this approach leads to an exponential growth of the action
space. By treating them directly as turn-based, we avoid
this combinatorial blow-up, which reduces the computational
complexity and memory requirements for (Q-learning. As
discussed in Section |lI, we model zero-sum turn games as
controlled Markov chains.

The solution concept we pursue are saddle-point state-
feedback policies, for which none of the players regret the
choice of a policy in view of the choice of the other player.
Such policies come with “security values,” in the sense of
guaranteed levels of reward for each player [6]. As opposed
to general zero-sum Markov games (see, e.g., [7]), turn
games with finite state and action spaces have pure saddle-
point policies under very mild assumptions, avoiding the
need to consider mixed or behavioral policies. In fact, we
show in Section that pure saddle-point state-feedback
policies can be constructed from a dynamic programming
fixed-point equation that resembles that associated with
single-agent optimizations, but with an additional term that
captures the zero-sum turn nature of the game.

The computational method proposed to find saddle-point
policies is directly inspired by single-agent (-learning,
adapted to the turn-games setting (see Section [IV). This
enables the use of classical techniques to prove convergence
of the @-learning iteration. We show this to be the case in
deterministic games with a finite time-horizon.

We are especially interested in games with very large state
spaces, for which the (Q-learning iteration must be terminated
at some finite iteration K, for which only a (potentially very
small) fraction of the state-space has been explored. We show
through formal arguments (and later through simulations)
how this can lead to policies that are not security policies
and, in fact, can lead to outcomes much worse that the value
of the @ function at iteration K would indicate. Towards
mitigating this problem, we show in Section [V] that it is
possible to “protect” the Q-learning policies against a known
set of policies for the opponent by appropriate exploration of
the state-space during the ()-learning iterations. This result
is used in Section to construct an “opponent-informed”
exploration policy for selecting the Q-learning samples. This



form of exploration can guarantee that the final Q-function
provides security levels that hold, at least, against a given
set of policies.

The results and algorithms proposed are illustrated in
Section in the sophisticated Atlatl strategy game [4],
[5], which allows us to scale the results to state-spaces for
which a full exploration is computationally prohibitive with
modest computation.

A. Related work

Single-player (Q-learning was originally studied in the
single player context [3]. Convergence proofs were formally
presented in [8] for the discounted and undiscounted cases in
stochastic settings. The convergence analysis was extended
in [9] based on stochastic approximation arguments and was
the first to include contraction arguments for ()-learning.

Early work on Markov games showed the existence and
characterization of equilibria in matrix games as well as
the convergence of value and policy iteration [10]. We refer
the reader to the monograph [7] for a systematic treatment
of zero-sum Markov games. The authors in [11] showed
convergence in general Markov games under contraction
assumptions. Turn-based games are less common and have
appeared in [12], [13] with discounted Q)-learning and in [14]
with a discounted Explore-Improve-Supervise scheme.

The authors in [15] propose R-max, a model-based rein-
forcement learning algorithm for stochastic games, including
the zero-sum case, and characterize its finite sample perfor-
mance to achieve a policy that yields an expected reward
within a tolerance of the associated value function. For
discounted alternating play zero-sum stochastic games, [12]
provides a near-optimal time and sample complexity result.
Additional work, based on embedding the state-transition
function in a feature space, allows for near-optimal strategies
with finite sample complexity when using )-learning [13].

Robust and adversarial reinforcement learning share con-
nections with zero-sum games, particularly using simultane-
ous play. We omit a detailed comparison, but work on robust
Markov decision processes can be found in [16], [17] and
appears in earlier work on ()-learning [11].

The idea of using externally provided (sets of) policies for
training purposes has appeared previously in areas such as
Policy Space Response Oracles (PSRO) [18] and fictitious
self-play [19], differing from our work in that these sets are
typically constructed iteratively.

II. ZERO-SUM TURN GAMES

In furn games, only one player can make a decision at
each state. For 2-player turn games, this means that the
state-space S can be partitioned as the union of two disjoint
sets S N So = J with the understanding that, when the
state s; at time ¢ > 1 belongs to S, the following action
a; € A is selected by player Py, otherwise s; € Sy and the
action is selected by player P,. Single-player optimizations
correspond to the special case S2 = (J, which means that
only P; makes decisions.

We consider here zero-sum turn games with symmetric
rewards for the two players and denote by ;11 € R < R,
t > 1 the immediate reward collected by the player that
selected the action a; at time ¢. The total reward collected
by player P;, ¢ € {1,2} for the initial state s; € S is then
given by

8

Ji(s1) = ) E[ri1sgn;(se)] (D

t=1

where sgn,(s;) = 1 if s; € S; and sgn;(s;) = —1 otherwise.
The sets S, A, R are assumed finite and the state s; is a
stationary controlled Markov chain in the sense that

P(sgi1 =8 1m0 =18 =s,a = a,F)
=p(s,r|sa), Vt=1,s55s€S acA reR (2

for a transition/reward probability function p: S x R x S x
A — [0, 1] that satisfies

Z p(s,r|s,a)=1 se€8, acA, )
s'eS,reR

and F = {F; : t = 1} denotes the filtration generated by
{(st,a¢,7¢) : t = 1}. We say that a game is deterministic if
p(-,-) only takes values in the set {0, 1} and that the game
terminates in finite time if there exists a finite time 7' > 1
such that r, = 0, V¢ > T with probability one, regardless of
the actions a; € A selected.

A. Value function for turn games

A policy for a player P;, i€ {1,2} isamap m; : S; > A
that selects the action a; = 7;(s;) when the state s; is in S;.
For a pair of policies (71, 72) for players Pq, Po, respectively,
we define the policies’ value function as

0

Vi ma(8) = 5g01(5) ), Bry o [Feg1 580 (50) | 87 = ]
t=T1

8

E‘ﬂ'l,ﬂz [rt+1 sgn2(8t) | Sr = 5]7

“4)

where the subscript in the expected values highlights that
the actions are determined by the given policies. The sec-
ond equality is a consequence of the fact that sgn,(s) =
—s8gn,(s), Vs € S and the time 7 > 1 from which the
summation is started does not affect its value due to the
stationarity of the Markov chain. The reward (I collected
by player P; can be obtained from the value function using

Ji(s1) = sgn;(51) Vi, iy (51),

B. Saddle-points and security policies

= 5gn,(s)
t

T

Vi e {1,2}. (5)

A pair of policies (75, 73 ), for players P1, P2 respectively,
is a (pure) feedback saddle-point if for every other policies
(w1, ) for players Py, Ps, respectively, we have that

TE(s) = sgny (5)Vos 1 (5) = sgny (5)V,, s (5),
J5(s) = sgn5(5) Voo () = sema(s)Vie 1 (5),

(6a)
(6b)



Vs € S, and J{f(s1) = —J5(s1) is called the value of the
game. In view of (9, expresses no regret in the sense
that Py does not regret its choice of 75 (over any other policy
m1) against 73 and, similarly, (6b) expresses no regret for
P>. Saddle-point policies for zero-sum games are known to
also be security policies with values Ji(s1) and J§ (s1) for
players P1 and Py, respectively; in the sense that

Jt(s1) = mivc mainsgn (51) Ve, (51

= n71T12n Sgn1(51)vﬂ_;k’ﬂ_2(51) (7a)
J3(s1) = IESXI?TEH g0y (81) Viry s (81)

= H71T11n Sgn2(51>vm ¥ x(s1), (7b)

which means that, by using the policy 7}, the player P; can
expect a reward at least as large as J;*(s1), no matter what
policy the other player uses [6].

III. DYNAMIC PROGRAMMING

The value function (@) satisfies a fixed-point equation that
resembles that of single-player games, but adapted to the
setting of zero-sum turn games. We present below a sufficient
fixed-point condition for a function V' to satisfy (). This
result requires the following definition: we say that a function
V ' § — R is absolutely summable if for every pair of
policies (71, m2) for players Py, Po, respectively, the series

E7r1,7r2 [V(St) | Sr = 5]7 (8)

18

t

T

is absolutely convergent Vs € S,7 > 1. For games that
terminate in finite time 7', any function V : § — R for
which V(s;) = 0, Vt > T with probability one is absolutely
summable: the series degenerates into a finite summation.

Lemma 1 (Saddle-point sufficient condition). Suppose there
exists an absolutely summable function V : S — R for which

V(s) = I&%E [Tt+1 + sgny (s¢) sgny (se41)V (St41)

| st =s,at=a], VseS,t>=1, (9)

then for any pair of policies (7%, 7%) for which

T (s) € arg T;}aXE [res1 + sgny (se) sgny (se41)V (se41)

ae
|5y =s,ap =al, VseS;ie{l,2} (10)

form a feedback saddle-point and are also security policies,
with value Ji (s1) = sgny(s1)V (s1) = —JF(s1). O

We can recognize in (9) a modified version of the usual
dynamic programming equation for single-agent optimiza-
tion, with a new term sgn, (s;) sgn, (s¢+1) that captures the
turn nature of the game.

The following proposition is needed to prove Lemma [I]and
establishes a few relationships between fixed-point equalities
and inequalities and the value function in (@).

Proposition 1. Suppose there exists an absolutely summable
function V : § — R for which

V(s) = Eny my[res1 + sgny (se) sgny (se1)V (se41)

| st =s8], VseS,t=1, (11)

then V (s) must be equal to the value function in {@). Instead,

if

sgn (s)V(s) < Eny my [ 580 (s)7e41 + 580, (5041)V (5141)
|s¢=s], VseS, t>1 (12)

then

sgn; (s)V(s) <sgn;(s)Ve, m(s) VseS, 7=1 (13)

and, if instead,

sgnq ($)V(s) = En, 1y [Sgnl(st)rtH + sgny (s¢11)V (8¢41)
| sy =s], VseS, t>1 (14)

then

sgny ($)V(s) = sgni(s)Ve, m(s) Vse S, 7=1. (15

Proof of Proposition [I} Multiplying both sides of by
sgn, (s), we conclude that
sgny (s)V (s) — E[sgny (se41)V (s141) | ¢ = 5]

= E[ri+1sgn,(s¢) | st = 5], (16)

Vs € &S. Using this equality with s = s; and taking

conditional expectations given s, = 5 € S, for some 7 < ¢,

we conclude that
Efsgny (s:)V (s¢) — sgny(se41)V (se41) | - = 5]

= E[ri11sgn,(st) | s» = 3].

Adding both sides of this equality from ¢ = 7 to ¢t — o0 and
using absolute convergence of the series on the right-hand
side, we conclude that

o0

Z [re41s8n;(s¢) | 87 = 8],

7

sgny (S

from which follows by multiplying both sides of the
equality above by sgn, (5).

If instead of an equality in (TI), we have an inequality, we
start the reasoning above with an inequality instead of (16)),
which eventually leads to a similar inequality, instead of the
equality in (I7), from which we obtain or (T3). [

Proof of Lemma [I] When s € S, the policy 7§ (s) reaches
the maximum in (9)), but an arbitrary policy 7 (s) may not



and therefore

V(s) = E[res1 + sgny(se) sgny (se41)V (se41)

| st = s,a; = 77 (s)]

= Errf‘nz [re+1 + sgny(s¢) sgny (se41)V (se41)
| 51 = s]

> Efre11 +sgny (s¢) sgny (se41)V (se4+1)
| st = s,ar = m1(9)]

= B mo [re41 + 580y (s¢) sgny (se41)V (8¢41)
| st = s8], VseSy,Vm,ms.

(18)

19)

In contrast, when s € Sa, the policy 75 (s) reaches the
maximum in (9), but an arbitrary policy m2(s) may not and
we have

V(s) = E; rxlreer + sgny(se) sgny (se41)V(se41)
| st = s]

Ery o [Te41 + sgny (s¢) sgny (se41)V (St41)
| st =s], VseSa,Vmy,ms. 21

From (T8) with 7y = 73 and 20) with 71 = 7§, we obtain

(20)

A\

V(s) = Epsps[ress + sgny (se) sgny (se41)V(se41)
| st =s], VYseS
and we conclude from Proposition [I] that
Vi(s) = Vi % (s), VseS. (22)

Multiplying (I8) by sgn;(s) = 1, Vs € S; and combining
this equality with (ZI) multiplied by sgn, (s) = —1, Vs € Sy
and with m; = 7§, we obtain
sgny (s)V (s) < wa‘wz [re115gn (s¢)
+sgny (se41)V(se41) | se = 5], VseS.

In this case, we conclude from (22)) and Proposition [I] that

sey (5)V(s) = sy (5) Vi s (5)

< sgny(s)Vos o, (s), VseS.
and since sgn, (s) = —sgny(s), Vs € S, we also conclude
that
sgny(s)V () = sgna(s) Vo - (s)
> sgnQ(s)Vﬂk’Tr2 (s), VseS. (23)

Finally, multiplying 20) by sgn,(s) = —1, Vs € Sy and
combining this equality with (T9) multiplied by sgn, (s) = 1,
Vs € & and with g = 7}, we obtain
sgny(s)V(s) = B s [resrsgny (se)+
sgny (st41)V(st41) | st =], VseS.

In this case, we conclude from (22)) and Proposition [I] that

g (5)V(s) = sgmy (5) Vi s (5)
> sguy (5)V, x(s),

g VseS. (24)

The saddle-point inequalities (6) follow from 23), Z4). m

The following result is just a reformulation of Lemma [I]
in terms of a so called “Q-function,” which will provide an
explicit formula (27) for the saddle-point policies that can be
evaluated without knowing the transition/reward probability
function p(-|-). It will be used shortly to construct the Q-
learning algorithm.

Corollary 1 (Saddle-point sufficient condition using a
Q-function). Suppose there exists a function @ : S x A — R
for which

V(s) = max Q(s,a), VseS, (25)
ae
is absolutely summable and

Q(s,a) =E [TtH +sgn, (s¢) sgny (Se4+1) max Q(s¢41,a")

|st =s,a; = a], VseS, ae A, (26)
then any pair of policies (75, 7%) for which
¥ (s) eargmaf‘(Q(s,a), Vs e S;,ie{l,2} (27)
ae

form a (pure) saddle-point and are also security policies.

Proof. This result follows directly from the observation
that the function defined by (23) satisfies the assumptions
of Lemma [I] and leads to the same pair of saddle-point
policies. |

IV. Q-LEARNING

@-learning can be used to iteratively construct a function
Q : Sx A — R that satisfies the fixed-point equation in (26).
In the context of zero-sum turn games, ()-learning starts
from some initial estimate Q° : S x A — R and iteratively
draws samples (s, at, St41,7¢+1) from the transition/reward
probability function p(ss11,7:+1 | S¢,a¢), each leading to an
update of the form

Q" (st,ar) = (1 — o) Q" (51, 1) + Qg

for some sequence «y, € (0,1] and

(28)

Qlibher = rev1 + sgny (s1) sgny (s141) max Q(su1, ).

The sequence of samples {(s¢,a, S¢+1,7¢+1)} are typically
extracted from traces of multiple episodes of the game.
Convergence of Q* to a fixed-point of ([26)) typically requires
the following Exploration Assumption for this sequence:

Assumption 1 (Exploration). Every pair (s;,a;) € S %
A appears infinitely often in the sequence of samples
{(s¢,as, St+1,7¢+1)} used in the @Q)-learning iteration. O

To guarantee convergence, one often also needs the oper-
ator from the space of function S x 4 — R to itself, defined
by

Qls,a) = E [rua+

sy (s1) sy (se+1) max Q(se41,a)lse = 5,0, = a,



to be a contraction [11]. This typically holds for discounted
costs, but it is somewhat harder to establish for undiscounted
costs like (T) [20]. However, for deterministic games that
terminate in finite time, like the ones we discuss in Sec-
tion convergence of can be established without
further assumptions.

Lemma 2 (Deterministic finite games). Assume that the
Exploration Assumption [I| holds and that the game is de-

terministic and terminates in finite time. Setting o = 1,
Vk = 0 and initializing
Q%(s,a) =0, VseS, aeA,

the sequence of functions Q* converges in a finite number of
iterations to a function Q* for which the sufficient condition

for optimality (26) holds. O

The following argument used to prove Lemma [2| bears
similarity to that in [8] for single-player problems, but the
argument we present below is self-contained and specialized
to the setting we consider here.

Proof of Lemma 2] Let Siccurrens © S denote the set of
recurrent states, i.e., the set of states s € S for which there
is a finite sequence of actions that takes the system from the
state s to some state in Syecurrent With probability one. The
set Stransient = S\Srecurrent Of states that are not recurrent
are called transient. We define

Q*(Sv a) =0,

To complete the construction of the function of Q*(-) to
which QF(-) converges, consider a directed graph G whose
nodes are the transient states in Styansient, With an edge from
5 € Stransient 10 8" € Stransient if there is an action a € A
for which a transition from s to s’ is possible, i.e.,

Vs e Srecurrent7 ac A

Jae A, re R :p(s,r|s,a) = 1.

This graph cannot have cycles because any node in a cycle
would be recurrent and thus not in Si,ansient- The absence of
cycles guarantees that G has at least one topological ordering
<, i.e., we can order the transient states Siransient SO that
s < &' if and only if the state s’ can be reached from s [21].

First note that every recurrent state s € Syecurrens Must have
zero reward, i.e.,

p(s',r|s,a) =0, Vs € Srecurrent, @ € A, 7 # 0.

This is because all these states can be visited infinitely many
times, which would contradict the fact that the reward must
be zero after time 7'. This means that the update rule (28)
will keep

Q*(s,a) =0,

Let a be an arbitrary action in A and Spax € Siransient
the “largest” state in Sipansient With respect to the order
<, 1.€., Smax € Stransient the “largest” state in sy > s,
Vs e Stransient\{5}~

Vs € Srecurrent, @ € .A, k>=0. 29)

In view of the Exploration Assumption [I| the value of
Q(Smax,a) will eventually be updated at some iteration k
using (28). Moreover, since spax is the “largest” state, it
cannot transition to any transient state so it must necessarily
transition to a recurrent state. In view of 29), the update
in with o« = 1 will necessarily be of the form

Qk+1(3maxaa) =Tt41 = Q*(smax7 a)7

where ryy1 is the (deterministic) reward arising from state
S¢ = Smax and action a; = a. This means that Q¥ (smax, a),
Va € A will converge to the values Q*(Smax,a) defined
in (B0), right after their first update.

(30)

We now use an induction argument to show that the same
will happen for every other s € Stransient and every a € S. To
this effect, consider some s € Siransient and assume that at
some iteration k at which Q* (s, a) will be updated, Q* (s, a)
has already converged to Q*(s',a), for all s’ > s, a € A.
At this (and at any subsequent update for s,a), the update
in (28) with o = 1 will necessarily be of the form

Q1 (5,a) = e -+ s (5) sgmy (s1) max Q@ (sv1, '),

where ;41 and s;41 > s are the (deterministic) reward and
next state, respectively, arising from state s; = s and action
a; = a, which by the induction hypothesis means that

Q" (s,a) = rip1+

31
sy () s (1) max Q% (s,1,0') = Q(s,0). OV
This confirms that Q% (s,a) will converge right after this
update; completing the induction argument and, recursively,
defining Q*(-) for every transient state. ]

Remark 1 (Initialization). The initialization of Q°(s,a) = 0
is actually not needed for every state s € S. An inspection of
the proof reveals that it is only needed for “recurrent states,”
i.e., states to which the system can return to with probability
one by some selection of actions. ]

V. IMPACT OF LIMITED COMPUTATION

In games with very large state spaces S, it is generally not
possible for the Exploration Assumption [I] to hold for every
pair (s¢,a¢) in S x A. To try to overcome this difficulty, it
is common to progressively decrease exploration and focus
on exploitation. In the context of ()-learning, exploitation
corresponds to selecting samples (s¢, at, St41,7e+1) With ay
chosen based on the current estimate Q*(-), i.e.,

a; € arg max Qk(st7 a). (32)

acA
Exploration would instead select the a; randomly among the
whole set A to make sure that all actions and reachable
states are visited, including those that look “bad” in view
of the current value of Q¥(-). By progressively focusing
the sampling on exploitation, the ()-learning algorithm can
terminate at some finite iteration K, with the Exploration



Assumption [I| holding on some subset S < S that is
“invariant” for the final policies

nK(s) e argm%i(QK(s, a), VseS;ie{l,2}, (33)
ae

where “invariant” means that the state will remain in S* with
probability 1 under these policies. In practice, this means that
the fixed-point equation (26) can only hold for states in S¥.

In the case of a single player, say player P; (corresponding
to So = &), we could adapt the proof of Proposition [I] to
conclude that, when the fixed-point equation (26) holds over
SK, the policy 7 in (33) would lead to the cost

o0
T (s1) = > Eprc[resa] = ﬂ%QK(Sha)
t=1

This shows that, while 7 may not be optimal, for a single
player Py, the final Q% (-) still provides an accurate estimate
for the cost associated with the corresponding policy 7f<.
However, this reasoning does not extend to two players, in
which case Q% (-) does not provide a bound on the security

levels and we may have

sgn, (s1) max Q% (s1,0) < min sgny (s1)Vex 1, (51)
a T2
sgny(s1) mezﬁ( QK(sl, a) § min sgnz(sl)meéc (s1).
a 1
The key difficulty in 2-player games is that, even if we get the
fixed-point equation to hold over a subset S¥ of S that
is invariant for the final policies in (33), the opponent may
discover policies that take the state outside S¥. Opponents
can then exploit this to achieve rewards not “accounted for”
in Q¥ (-). In practice, this means that the policies (33) may
have weaknesses that cannot be inferred from Q(-).

The following result shows how one can “protect” the
policy (33) against a fixed set of policies by guaranteeing
that ()-learning explores a sufficiently large subset of the
state-space S. To formalize this result we need the following
definition: given sets of policies II; = {m : & — A} and
Iy = {my : So — A} for players Py and P,, respectively,
we say that a subset S* of S is invariant for 11y, Iy if for
every initial state s; in S+, all subsequent states remain in
S+ with probability one for all the policies in II;, II5.

Corollary 2. Suppose there exists a function @@ : Sx A — R
and a set St = S for which 23) is absolutely summable
and [26) holds Vs € S*, a € A If St is invariant for sets
of policies 114, 11y that include the exploitation policies

1
™

(s) eargmaj(Q(s,a), Vs e S;,i € {1,2} (34)
ae

then (i ,ms) are security policies restricted to the sets of

policies 113, T, with values sgn, (s)V (s) and sgn,(s)V (s)

for the players Py and Ps, respectively; specifically

sgn, (s)V(s) = miﬁl sgny (51) Vet 1, (51) (35)
mTo€Elly 1>
s (5)V(s) = min sgy(s)Vg (o). O

Proof. To prove this result, we first observe that Proposi-
tion [1] still holds if (TT) only holds over Vs € S*, as long

as S is invariant for the policies w1, mo. This enable us to
“reuse” the steps of proof of Lemma [I] that were used to
derive (23) and (24), as long as we restrict our attention to
policies in II; and II,. Specifically, we conclude that

Sgnl(s)V(s) = sgnl(s)vﬂ'f‘,ﬂ'%‘ (5) = Sgnl<5)v7r1,7ré‘ (S)a
SgnQ(S)V(S) = sgn2(5)v7rf',7r§' (S) = Sgn2<5)vﬂ'f‘,ﬂ'2 (S)a

Vs € S*, ¥m € I, my € II,. This shows that the pair
(7, my) is a saddle-point restricted to the sets of policies
114, IT, and therefore also security policies also restricted to
the same set, which means that

sgny (s1)V(s) = min sgn,(s1)Vyr o, (s1)
mo€lly 1>
SgnQ(SQ)V(S) = min SgnQ(Sl)Vﬂ'J‘ To (51)7
7T1€H1 1>
from which the result follows. |

VI. EXPLORATION POLICIES

@-learning is an “off-policy” learning algorithm, meaning
that convergence to the fixed point does not rely on the
specific algorithm used to select the actions that appear in
the sequence of samples {(s¢,as, St41,7:+1)} used for the
iteration, as long as the Exploration Assumption [1| holds.
Motivated by Corollary [2] we now propose an algorithm that
guarantees protection against a given set of policies, when
full exploration is not possible.

A. Opponent-informed exploration

The proposed opponent-informed exploration algorithm
starts with sets of policies TI”™**®* and TI5"*°*, for players
P, and P, respectively, against which we would like to “pro-
tect.” Such policies typically arise from heuristics developed
by expert players.

The @-learning samples {(s¢,a,Si+1,7¢+1)} are then
collected by simulating many sequences of games, each
called an episode. To construct the simulation of the /(th

episode, we pick a pair of policies (7{, %) from the set

tect tect
{m € Hlfro oy = Wé} U {m = Wf,ﬂg EngO ¢ }
k k
U{W1=7T1a7T2=7T2}a (36)

where 7, 5 are the exploitation policies (32) for the current
estimate Q" (-) of the Q-function at the start of the episode
£. Upon simulation of the full episode, the Q-function is
updated using for all the samples collected during the
episode, eventually leading to a new estimate QF*%e(.),
where L, denotes the number of samples collected during
the /th episode. The next episode should pick a different
pair of policies in (36)), typically in a round-robin fashion.

To apply Corollary [2] the exit condition must guaran-
tee that we can only terminate at an iteration K if the
set of states S visited by all the Q-learning samples
{(st, at, St+1,7++1)} up to iteration K is invariant for the
policies in (36), which include TT5***°**, TI5****** and the cor-
responding exploitation policies (32). In practice, this means
that we can only exit when (i) the set S¥ stopped growing



(and is thus invariant) and (ii) the function Q¥ (-) stopped
changing (so we reached a fixed point within S¥). For
deterministic games with ay, = 1 this is straightforward to
check, whereas for stochastic games we will have to “settle”
for Q¥ (-) changing by less than a smaller tolerance ¢. We
will see in Section that, even for games with very large
state-spaces, this apparently very strict stopping condition
can hold after a relatively small number of episodes, which
explored only a very small fraction of the state-space. The
price to pay is that, while Corollary [2| guarantees protection
against TI?"°*°" and T15"°*°*, it neither guarantees protection
against all policies, nor does it guarantee that we cannot find
policies that provide “better” protection.

B. Tempered exploitation

Improving the “quality” of the policies obtained upon
termination of the (J-learning iteration requires enlarging the
set of terminal states S. To accomplish this, we add to
the set of policies in (36), tempered exploration Boltzmann
policies, which are stochastic policies that pick an action
a € A using the following Boltzmann distribution

_eﬁcz’“(sm
QM)

with Q(3) selected so that the probabilities add to one, and
the constant 8 > 0 is called the temperature parameter.
For 8 = 0, all actions are picked with equal probability,
but for 3 > 0 actions with larger value of Q*(s,a) are
picked with higher probability. In fact, as § — oo the
Boltzmann policy converges to the exploitation policy (32).
The terminology “tempered” refers to the fact that we include
in Boltzmann policies with multiple temperatures from
very low values of 3 (pure exploration) to very high values
of 3 (essentially pure exploitation). This is inspired by
the use of multiple temperatures in the simulation of spin-
glass model [22] and permits a convenient trade-off between
exploration and exploitation. In practice, tempering enlarges
the set S of visited states, but tempered exploration must
eventually be disabled so that S¥ stops growing; otherwise
the exit condition for opponent-informed exploration will
only hold when the full state-space has been explored.

Yae A,se S,

Pla;=al|si=s

VII. NUMERICAL RESULTS
A. Atlatl

Atlatl is a game implemented in Python by Chris Darken
at the Naval Postgraduate School [4], [5]. The game takes
place on a hexagonal grid with two factions, red and blue,
taking turns. A faction consists of multiple units (infantry,
mechanized infantry, armor, artillery), and each unit can
move once per turn, resulting in multiple actions per turn.
Distinct units have different mobility depending on the
terrain (clear, rough, marsh, urban, unused, and water). The
color of the hexagon corresponds to the terrain type. The
game state is the full board configuration including whose
turn it currently is. Each unit has a corresponding action
space consisting of either shooting at an opponent or moving
to an adjacent space. Combat is deterministic and rewards

Fig. 1. The left-hand board corresponds to the “2v2” scenario with one blue
artillery (top left), one blue armor (bottom center), and 2 red infantry. The
color green indicates a marsh, the beige indicates rough, and grey indicates
an urban area. The right-hand side depicts the “city-inf-5” scenario. While
“2v2” has just over 13 thousand states, “city-inf-5” has around 1 billion.

are determined according to a salvo model. Additionally,
claiming or holding urban areas contributes positively to the
faction’s reward. Each game has a pre-specified duration.
Many heuristic opponent policies are available in Atlatl,
several of which are advanced enough to be hard to beat
as we show later. The game uses OpenAl Gym environment
and Stable Baselines to standardize the interface. A graphic
user-interface, shown in Figure also allows for manual
game play.

We consider the Atlatl scenario “city-inf-5” shown in
Figure (1} which contains on the order of one billion dis-
tinct states, making exhaustive exploration computationally
prohibitive. Our simulations ran on the CPU of a 2021 M1
Max chip with 10 cores and 32GB RAM such that each
episode and value update collectively took about 2.5ms. We
set TIPPOPCt TIPI'°°* to both consist of 16 known Atlatl
heuristic policies that we want to “protect” against.

We first consider the performance of ()-learning when
using tempered exploration without explicit “protection”;
essentially taking the sets TT?"***" and TI5"***°* in (36) to be
empty. Figure J[left), shows the worst-case empirical reward
as a function of the number of training episodes. We observe
that the (-learning policy for the red team (bottom) is not a
security policy in the sense of (7)), because the red player gets
rewards (purple dots) below the ()-value (orange) against
some of the 16 Atlatl heuristic policies. For the blue team
(top), the Q-learning policies turns out to protect against
these specific heuristics.

We then use opponent-informed exploration from Sec-
tion [VI-Al to provide protection against IT*°* and
I15)°**" "The algorithm terminates in just about 500,000 iter-
ations and we depict the rewards obtained in Figure [2(right),
with the rewards appearing at the 500,000 episodes mark.
Playing against the policies in TIP*9'°“", TIP'°*°* (purple dots)
provides a reward no worse than the ()-value (orange line),
confirming the results in Corollary [2} with the orange line
corresponding to the left-hand side of (33) and the purple
dots to specific opponent policies.

Finally, we combine opponent-informed exploration from
Section with tempered exploration from Section
The results are displayed in Figure [2(right) and show
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Fig. 2. The left-hand plots show the reward for ()-learning as a function of training episodes when using a “unprotected” exploration procedure with the
top plots showing the blue team’s performance and the bottom plot showing the red team’s. The right-hand plots indicate the corresponding performance
when using opponent-informed exploration to protect against given sets of heuristic policies.

that we can obtain rewards closer to those corresponding to
the “unprotected” @)-function while still maintaining security
with respect to TI?X%"°°" TI?/°'°" The price we pay by “pro-
tecting” is that the saddle-point tends to be more conservative
for the 2 and 4 million episode settings. This is, at least in
part, due to focusing exploration on protecting against the

Atlatl heuristics rather than general exploration.

VIII. CONCLUSION

This paper presented a computationally efficient Q-
learning formulation for zero-sum turn-based Markov games;
showed convergence of it; and proposed an exploration
policy that guarantees “protection” against a given set of
policies for the opponent, when the ()-learning iteration
terminates before a full exploration of the state-space. Our
results are independent of how the Q)-function is represented
but, in practice, the representation used impacts the value
of this function outside the set of states explored by Q-
learning. Future work should consider the impact of specific
representation, like the deep neural networks used in deep
Q-learning [1].
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